








































 

 

What is a Data Warehouse? 

➢ A Data Warehouse (DW) is a relational database that is designed for query and analysis 

rather than transaction processing. It includes historical data derived from transaction data 

from single and multiple sources. 

➢ A Data Warehouse provides integrated, enterprise-wide, historical data and focuses on 

providing support for decision-makers for data modelling and analysis. 

➢ A Data Warehouse is a group of data specific to the entire organization, not only to a 

particular group of users. 

"Data Warehouse is a subject-oriented, integrated, and time-variant collection 

of information or data in support of management's decisions." 

Features of Data Warehouse 

 

Subject-Oriented 

➢ A data warehouse target on the modelling and analysis of data for decision-makers.  

➢ Therefore, data warehouses typically provide a concise and straightforward view around a 

particular subject, such as customer, product, or sales, instead of the global organization's 

ongoing operations. 

➢ This is done by excluding data that are not useful concerning the subject and including all 

data needed by the users to understand the subject. 



 

 

 
 

Integrated 

➢ A data warehouse integrates various heterogeneous data sources like RDBMS, flat files, 

and online transaction records. 

➢ It requires performing data cleaning and integration during data warehousing to ensure 

consistency in naming conventions, attributes types, etc., among different data sources. 

 

 



 

 

Time-Variant 

➢ Historical information is kept in a data warehouse.  

➢ For example, one can retrieve files from 3 months, 6 months, 12 months, or even previous 

data from a data warehouse.  

➢ These variations with a transactions system, where often only the most current file is kept. 

 
 

Non-Volatile 

➢ The data warehouse is a physically separate data storage, which is transformed from the 

source operational RDBMS.  

➢ The operational updates of data do not occur in the data warehouse, i.e., update, insert, and 

delete operations are not performed. 

➢ It usually requires only two procedures in data accessing: Initial loading of data and access 

to data.  

➢ Therefore, the DW does not require transaction processing, recovery, and concurrency 

capabilities, which allows for substantial speedup of data retrieval.  

➢ Non-Volatile defines that once entered into the warehouse, and data should not change 

 

 



 

 

Multi-Dimensional Data Model 

➢ A multidimensional model views data in the form of a data-cube. A data cube enables 

data to be modeled and viewed in multiple dimensions. It is defined by dimensions and 

facts. 

➢ The dimensions are the perspectives or entities concerning which an organization keeps 

records.  

➢ For example, a shop may create a sales data warehouse to keep records of the store's 

sales for the dimension time, item, and location.  

➢ These dimensions allow the save to keep track of things, for example, monthly sales of 

items and the locations at which the items were sold.  

➢ Each dimension has a table related to it, called a dimensional table, which describes the 

dimension further. For example, a dimensional table for an item may contain the 

attributes item name, brand, and type. 

➢ A multidimensional data model is organized around a central theme, for example, sales.  

➢ This theme is represented by a fact table. Facts are numerical measures. The fact table 

contains the names of the facts or measures of the related dimensional tables. 

 

In the 2-D representation, we will look at the All-Electronics sales data for items sold per quarter in 

the city of Vancouver. The measured display in dollars sold (in thousands). 

 

3-Dimensional Cuboids 
➢ Now suppose we would like to view the sales data with a third dimension.  

➢ For example, suppose we would like to view the data according to time, item as well as the 

location for the cities Chicago, New York, Toronto, and Vancouver.  

➢ The measured display in dollars sold (in thousands). These 3-D data are shown in the table. 



 

 

 

we may represent the same data in the form of 3-D data cubes, as shown in fig: 

 

4-D cuboid 

Let us suppose that we would like to view our sales data with an additional fourth dimension, such 

as a supplier. Viewing things in 4-D becomes tricky.  

 



 

 

A 4-D data cube representation of sales data, according to the dimensions time, item, location, and 

supplier. The measure displayed is dollars sold (in thousands). 

The topmost 0-D cuboid, which holds the highest level of summarization, is known as the apex 

cuboid. In this example, this is the total sales, or dollars sold, summarized over all four dimensions. 

The apex cuboid is typically denoted by All. 

The lattice of cuboid forms a data cube. The lattice of cuboids creating 4-D data cubes for the 

dimension time, item, location, and supplier. Each cuboid represents a different degree of 

summarization. 

 

 

OLAP Operations in the Multidimensional Data Model 

➢ In the multidimensional model, the records are organized into various dimensions, and each 

dimension includes multiple levels of abstraction described by concept hierarchies.  

➢ This organization support users with the flexibility to view data from various perspectives.  

➢ A number of OLAP data cube operation exist to demonstrate these different views, allowing 

interactive queries and search of the record at hand.  

➢ Hence, OLAP supports a user-friendly environment for interactive data analysis. 

 

Roll-Up 

➢ The roll-up operation (also known as drill-up or aggregation operation) performs 

aggregation on a data cube, by climbing down concept hierarchies, i.e., dimension 

reduction.  

➢ Roll-up is like zooming-out on the data cubes. Figure shows the result of roll-up 

operations performed on the dimension location.  



 

 

➢ The hierarchy for the location is defined as the Order Street, city, province, or state, 

country. The roll-up operation aggregates the data by ascending the location hierarchy 

from the level of the city to the level of the country. 

➢ When a roll-up is performed by dimensions reduction, one or more dimensions are 

removed from the cube.  

➢ For example, consider a sales data cube having two dimensions, location and time. Roll-

up may be performed by removing, the time dimensions, appearing in an aggregation of 

the total sales by location, relatively than by location and by time. 

 

Drill-Down 

➢ The drill-down operation (also called roll-down) is the reverse operation of roll-up.  

➢ Drill-down is like zooming-in on the data cube. It navigates from less detailed record to 

more detailed data.  

➢ Drill-down can be performed by either stepping down a concept hierarchy for a dimension 

or adding additional dimensions. 

➢ Figure shows a drill-down operation performed on the dimension time by stepping down a 

concept hierarchy which is defined as day, month, quarter, and year.  

➢ Drill-down appears by descending the time hierarchy from the level of the quarter to a more 

detailed level of the month. 

➢ Because a drill-down adds more details to the given data, it can also be performed by adding 

a new dimension to a cube.  

➢ For example, a drill-down on the central cubes of the figure can occur by introducing an 

additional dimension, such as a customer group. 



 

 

 

Slice 

➢ The Slice operations perform a selection on one dimension of the given cube, thus resulting 

in a sub cube. 

 

 

 



 

 

Dice 

➢ The dice operation describes a subcube by operating a selection on two or more dimension. 

 

 

 

Pivot 

➢ The pivot operation is also called a rotation. Pivot is a visualization operation which rotates 

the data axes in view to provide an alternative presentation of the data.  

➢ It may contain swapping the rows and columns or moving one of the row-dimensions into 

the column dimensions. 

 



 

 

Data Warehouse Architecture 

Data Warehouses usually have a three-level (tier) architecture that includes: 

❖ Bottom Tier (Data Warehouse Server) 

❖ Middle Tier (OLAP Server) 

❖ Top Tier (Front end Tools). 

 

Bottom Tier 

➢ A bottom-tier that consists of the Data Warehouse server, which is almost always an 

RDBMS. It may include several specialized data marts and a metadata repository. 

➢ Data from operational databases and external sources (such as user profile data provided by 

external consultants) are extracted using application program interfaces called a gateway. 

➢ A gateway is provided by the underlying DBMS and allows customer programs to generate 

SQL code to be executed at a server. 

➢ Examples of gateways contain ODBC (Open Database Connection) and OLE-DB (Open-

Linking and Embedding for Databases), by Microsoft, and JDBC (Java Database 

Connection). 

Middle Tier 

➢ A middle-tier which consists of an OLAP server for fast querying of the data warehouse. 

➢ The OLAP server is implemented using either 

➢  A Relational OLAP (ROLAP) model, i.e., an extended relational DBMS that maps functions 

on multidimensional data to standard relational operations. 

➢ A Multidimensional OLAP (MOLAP) model, i.e., a particular purpose server that directly 

implements multidimensional information and operations. 

Top Tier 

➢ A top-tier that contains front-end tools for displaying results provided by OLAP, as well as 

additional tools for data mining of the OLAP-generated data. 



 

 

 
 

➢ A description of the DW structure, including the warehouse schema, dimension, hierarchies, 

data mart locations, and contents, etc. 

➢ Operational metadata, which usually describes the currency level of the stored data, i.e., 

active, archived or purged, and warehouse monitoring information, i.e., usage statistics, error 

reports, audit, etc. 

➢ System performance data, which includes indices, used to improve data access and retrieval 

performance. 

➢ Information about the mapping from operational databases, which provides source RDBMSs 

and their contents, cleaning and transformation rules, etc. 

Data Warehouse Implementation 

Data warehouses contains huge volumes of data. OLAP servers demanded that decisions support 

queries be answered in the order of seconds.  

It is crucial for data warehouse systems to support highly efficient cube computation techniques 

access methods and query processing techniques. 

We will see some methods for the efficient implementation of data warehouse systems. They are  

 



 

 

1.Efficient computation of Data Cubes 

It contains 2 types those are 

o Compute cube operator 

o Materialization of data cube 

Compute cube operator 

➢ Data cube can be viewed as a lattice of cuboids. 

➢ The bottom-most cuboid is the base cuboid. 

➢ The top-most cuboid (apex)contains only one cell. 

➢ The total number of cuboid or group by's can be computed for data cube                  is (2 

power n). 

➢ Example: If dimensions given as item, city and year, (2 power 4 =16) 

➢ Compute cube operator computes aggregates overall subsets of                    dimensions 

specified in the operation. 

➢ The possible group by’s are {(time, item, location, supplier) 

(time, item, location), (item, location, supplier), (location, supplier, time), 

(time, item, supplier), (time, item), (item, location), (time), (item), (location), (supplier),()} 

➢ Let consider the diagram given below : 

 

Materialization of data cube 

There are three choices for data cube materialization. 

o No materialization 

o Full materialization 

o Partial materialization 

No materialization : 

➢ Do   not pre-compute any of the “no base” cuboids .This leads to computing expensive 

multidimensions aggregates on the fly which can be extremely slow. 



 

 

Full materialization : 

➢ Pre-compute all of the cuboids .The resulting lattice of computed cuboids is referred to as 

the dull case .This choice typically requires huge amount of memory space. 

Partial materialization : 

➢ The third choice-presents an interesting trade-of between storage space and response time. 

➢ The partial materialization of cuboids should consider three factors:   

1. Identify the subset of cuboids to materialize. 

2. Exploit the materialized cuboids during query processing. 

3. Efficiency updates the materialize cuboids during bad refresh. 

 2.Indexing OLAP Data: 

➢ To facilitate efficient data accessing, most data warehouse systems support index structures 

and materialized views (using cuboids). 

➢ Indexing can derived into 2 types. 

o Bitmap indexing 

o Join indexing 

Bitmap Indexing: 

➢ This method is popular in OLAP products because it allows quick searching in data 

cubes. 

➢ The bitmap index is an alternative representation of the record _id (RID) list. 

➢ In this bitmap index foe s given attribute, there is a distinct bit vector, Bv, for each value 

v in the domain of the attribute. 

➢ If the domain of a given attribute consist of n values, then n bits are needed for each 

entry in the bitmap index.  

      Let consider the example for bitmap indexing 

 Base Table               item bitmap index table       city bitmap index table 

    

 

 

 

 

 

   

Note : H for “home entertainment,” C for Computer,” P for Phone,” Sfor Security,” V 

for” Vancouver,” T for “Toronto.” 

RID ITEM CITY 
 R1 H V 

R2 C V 
R3 P V 

R4 S V 
R5 H T 

R6 C T 

R7 P T 
R8 S T 

RID H C P S 
R1 
R2 
R3 
R4 
R5 
R6 
R7 
R8 

1 
0 
0 
0 
1 
0 
0 
0 
 

0 
1 
0 
0 
0 
1 
0 
0 

0 
0 
1 
0 
0 
0 
1 
0 

0 
0 
0 
1 
0 
0 
0 
1 

RID V T 
 R1 1 0 

R2 1 0 
R3 1 0 

R4 1 0 

R5 0 1 
R6 0 1 

R7 0 1 
R8 0 1 



 

 

Join Indexing: 

❖ Join indexing registers the joinable rows of two relations from a relational database. 

❖ For example , if two relations R(RID,A)and s(B,SID) join on the attributes A and B, then 

the join index record contains the pair (RID,SID),where RID and SID are record identifiers 

from the R and S relations , respectively 

❖ Hence, the join index records can identify joinable tuples without performing costly join 

operations. 

❖ Join indexing maintains relationships between attribute values of a dimension (e.g., within 

a dimension table) and the corresponding rows in the fact table. 

❖ Let consider the example for Join indexing 

 Sales 

Location      item 

 
 Main street 
 

 

 

SCHEMAS FOR MULTIDIMENSIONAL DATABASES  

➢ The Entity–Relationship data model is commonly used in the design of Relational Databases. 

Where a database schema consists of a set of entities and the relationships between them. Such 

a data model is appropriate for online transaction processing. 

➢ A data warehouse, however, requires a concise, subject-oriented schema that facilitates online 

data analysis. 

➢ The most popular data model for a data warehouse is a multidimensional model. Which can 

exist in the form of a Star schema, a Snowflake schema, or a Fact constellation schema. 
 

Star schema: 

➢ The most common modelling paradigm is the Star schema, in which the data warehouse 

contains: 

➢ a large central table (fact table) containing the bulk of the data, with no redundancy. 

➢ A set of smaller attendant tables (dimension tables), one for each dimension. The schema graph 

resembles a star burst, with the dimension tables displayed in a radial pattern around the central 

fact table. 

➢ Example:  Sales are considered along four dimensions namely time, item, branch and location. 
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 Star schema of Sales data warehouse 

                      

 

 

 Snowflake Schema: 

➢ The Snowflake schema is a variant of the star schema model, where some dimension tables 

are normalized. 

➢ The resulting schema graph forms a shape similar to a snowflake. The major difference 

between the snowflake and star schema models is that the dimension tables of the snowflake 

model may be kept in normalized form to reduce redundancies. 

➢ The single dimension table for item in the star schema is normalized in the snowflake 

schema, resulting in new item and supplier tables. 

➢ The item dimension table now contains the attributes item_ key, item _name, brand, type, 

and supplier  key, supplier_ key is linked to the supplier dimension table, containing supplier 

key, and supplier _type information. 
➢ similarly, the single dimension table located for the star schema can be normalized into two 

new tables: location and city. The city ss_key in the new location table links to the city 

dimension. 

 



 

 

Fact constellation: 

➢ Sophisticated applications may require multiple fact tables to share dimensions tables.  

➢ This kind of schema can be viewed as a collection of stars, and hence is called a galaxy 

schema or a fact constellation. 
➢ This schema specifies two fact table, sales and shipping. The sales table definition is 

identical to that of the star schema. 

➢ The shipping table has five dimensions, item_ key, time_ key, shipper_ key, from _location, 

and to location,  and two measures: dollars_ cost and units_shipped.  

➢ A fact constellation schema allows dimension tables to be shared between fact table. 

 

From data warehousing to data mining 

Data warehouse usage: 

There are three kind of data warehouse application: 

o Information processing 

o Analytical processing 

o Data mining 

Information processing: 

Supports querying, basic statistical analysis, and reporting using crosstabs, tables, charts, or graphs. 

A current trend in data warehouse information processing is to construct low_cost web_based 

accessing tools that are then integrated with web browsers. 

Analytical processing:  



 

 

➢ Supports basic OLAP operations, including slice and dice,  drill-down, roll-up, and pivoting. 

➢ It generally operates on historical data in both summarized and detailed forms.  

➢ The major OLAP over information processing is the multidimensional data analysis of data 

warehouse. 

Data mining: 

Supports knowledge discovery by finding hidden patterns and as sociations, constructing analytical 

models, performing classification and prediction, and presenting the mining results using 

visualization tools. 

From OLAP to OLAM: 

  

  

 










































































































